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Map and Locate SAB3R Pipeline

Qualitative Example

Map and Locate unifies the traditionally distinct objectives of 
• open-vocabulary segmentation—detecting and segmenting 

object instances based on natural language queries
• 3D reconstruction, the process of estimating a scene's 3D 

structure from visual inputs. 
This task serves as a critical step toward real-world embodied 
AI applications and introduces a practical task that bridges 
reconstruction, recognition and reorganization.

Methods Architecture

Additional Experiments

In (a), the ground truth 
annotation for the scene is 
highlighted in red, with the 
dresser segmented from the 
rest of the scene on the left. 
In (b), the predictions from 
SAB3R are highlighted in 
green, and the predicted 
dresser is similarly 
segmented on the right. 

Our method, SAB3R, a semantic-augmented backbone for 3D 
reconstruction, enables zero-shot open-vocabulary segmentation 
and 3D reconstruction from unposed images in a single forward 
pass. By jointly performing reconstruction and open-vocabulary 
semantic segmentation, SAB3R introduces a novel capability that 
unifies these tasks within a single framework. SAB3R 
simultaneously generates depth, dense DINOv2, and dense CLIP 
features, which are then used for Map and Locate task.

Experiments on Map and Locate

SAB3R demonstrates strong 
performance across zero-shot semantic 
segmentation, monocular depth 
estimation, and multi-view pose 
regression—on par with, and slightly 
behind our teacher models.
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